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Abstract

In this work, we introduce sticker2, a production-quality, neural syntax annotator for Dutch and
German based on deep transformer networks. sticker2 uses multi-task learning to support simul-
taneous annotation of several syntactic layers (e.g. part-of-speech, morphology, lemmas, and syn-
tactic dependencies). Moreover, sticker2 can finetune pretrained models such as XLM-RoBERTa
(Conneau et al., 2019) for state-of-the-art accuracies.

To make use of the deep syntax models tractable for execution environments such as WebLicht
(Hinrichs et al., 2010), we apply model distillation (Hinton et al., 2015) to reduce the model’s
size. Distillation results in models that are roughly 5.2-8.5 times smaller and 2.5-4.4 times faster,
with only a small loss of accuracy.

sticker2 is widely available through its integration in WebLicht. Nix derivations and Docker
images are made available for advanced users that want to use the models outside WebLicht.

1 Introduction

WebLicht (Hinrichs et al., 2010) is an environment for building and executing natural language process-
ing chains. The primary goal of WebLicht is to provide easy access to a wide range of text processing
tools to researchers in the humanities and social sciences. WebLicht has changed and grown considerably
since its introduction 10 years ago. Its data exchange format, Text Corpus Format (Heid et al., 2010), has
been updated to accommodate additional annotation layers, such as chunking and topological fields. The
visualization of annotation layers in WebLicht has been improved considerably, and fine-grained search
of annotations is now possible (Chernov et al., 2017). The number of annotation services, along with
the types of annotations they provide and the languages that they support, has also grown steadily. Cur-
rently, WebLicht can apply syntactic analysis such as part-of-speech tagging (17 tools), lemmatization
(11 tools) and dependency parsing (11 tools) for 46 languages. WebLicht also provides 6 different named
entity recognition systems that work on four different languages.

A recent focus in WebLicht has been the addition of annotation tools based on neural network mod-
els. Neural network models provide state-of-the-art results for most natural language processing tasks,
outperforming prior non-neural models. In this work, we introduce one such tool, sticker2. sticker2 is
a high-accuracy, production-focused neural syntax annotator for Dutch and German, providing part-of-
speech tag, lemma, morphology, dependency, and topological field (German) annotations. Since sticker2
combines existing ideas from the literature, this paper will focus on the design choices that were made
to make sticker2 ready for production use. In Section 2 we will discuss the architecture of sticker2. The
models for Dutch and German are discussed in Section 3. Finally, we will discuss the integration of
sticker2 into WebLicht in Section 4.

This work is licenced under a Creative Commons Attribution 4.0 International Licence. Licence details: http://
creativecommons.org/licenses/by/4.0/
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2 sticker2

2.1 Architecture

At its core, sticker?2 is a sequence labeler — it assigns, per task, a label to each token in a sentence. In order
to do so, sticker?2 first splits tokens into smaller pieces (Wu et al., 2016). For instance, the Dutch words
handelsorganisatie ‘trade organization’ and klopt ‘is correct/pulsates’ are split into handel-s-organisatie
and klopt-t respectively. This splitting of compounds and/or morphemes enable the use of relatively small
vocabularies. Each such piece is represented as a mathematical vector that captures similarities between
pieces. These vectors are fed to a transformer network (Vaswani et al., 2017). A tranformer network con-
sists of multiple layers, where in each layer the representation of a piece is updated by attending to the
representations of a sentence’s pieces in the previous layer. This results in contextualized representations
of each piece. For example, when klop-t co-occurs with hart ‘heart’, its representation could be special-
ized for its ‘pulsation’ sense. These contextualized representations are then weighted differently for each
specific task (Peters et al., 2018; Kondratyuk and Straka, 2019) to extract the information that pertains to
that task. Finally, distributions over possible labels are obtained by applying a classification layer to the
task-specific representations. The model is trained end-to-end and simultaneously on all tasks (multi-task
training). This allows the model to learn joint contextual representations for all tasks in the transformer.

Since such transformer networks typically require a larger amount of data to train than what is avail-
able in supervised training sets, sticker2 supports finetuning of pretrained models (Devlin et al., 2019;
Conneau et al., 2019). These models are usually trained on a general task for which no supervised data
is required, such as predicting randomly-masked words.

Besides basic sequence labeling, sticker2 also supports two forms of structural predictions: lemmati-
zation and dependency parsing. In lemmatization, sticker2 predicts edit trees (Chrupata, 2008), which are
applied to tokens after prediction to infer their lemmas. For dependency parsing, we use the dependency
encoding scheme proposed by Spoustovd and Spousta (2010). In this scheme, every token is annotated
with a triple that contains: (1) the dependency relation of the token to its head, (2) the part-of-speech
tag of the head; and (3) the relative position of the head in terms of its part-of-speech tags. For instance,
the tag nmod/noun/-2 means that a token should be attached with the nmod relation to the second
preceding noun. After tagging, such tags are decoded to construct the dependency structure of a sentence.

2.2 Amenities for production use

In order to support sticker2 in production setups, we have focused on several aspects: speed, memory
use, parallelization, and deployability. Prediction speed and memory use are, by and large, dominated
by the size of the transformer network. In particular, prediction speed is dominated by the number of
hidden layers and the hidden layer size, whereas memory use is dominated by the hidden layer size and
the number of word or sentence piece embeddings.

To reduce the number of hidden layers and the hidden layer size, sticker2 supports model distillation
(Hinton et al., 2015). Model distillation trains a new, smaller student model on the predictions of a larger
teacher model on a large, unsupervised training set. After distillation, the student model is fine-tuned
on the supervised training set. As we will show in Section 3, model distillation will result in drastically
smaller and faster models at a marginal loss in accuracy. In addition to performing model distillation, we
reduce the size of the models further by using smaller vocabularies in the student models.

We have implemented sticker2 in the Rust programming language.' The transformer models are also
implemented in Rust using the linear algebra and back-propagation primitives that are made available
through 1ibtorch (Paszke et al., 2019). Rust programs compile to a single binary that can be deployed
without requiring an additional language runtime or runtime packages. Rust’s strong safety guarantees
allow us to run sticker? virtually lock-free in a single process. This makes it possible to deploy a single
server process that can serve a large number of clients concurrently, while sharing resources such as the
model.

]https ://www.rust-lang.org/

Proceedings CLARIN Annual Conference 2020



Annotation and Visualization Tools

29

3 Dutch and German syntax models

In this section, we describe the Dutch and German syntax models that we make available for sticker2.
For both languages, we provide a fine-tuned XLM-RoBERTa base (Conneau et al., 2019) model, as well
as smaller distilled models.

Dutch The Dutch model was fine-tuned and evaluated on the Universal Dependencies (UD) (Nivre
et al., 2016) conversion of the Lassy Small treebank (Van Noord et al., 2013; Bouma and van Noord,
2017). This treebank consists of 65,147 sentences and 1,095,087 tokens. We split a random shuffle of the
treebank sentences in 70/10/20% portions to obtain training, development, and held-out sets. We fine-
tune the XLM-RoBERTa base model on the universal part-of-speech tag, lemma, morphology tag, and
universal dependency layers of the treebank.

As discussed in Section 2.2, we use model distillation to create smaller and faster models. Since
XLM-RoBERTa uses a large (multi-lingual) vocabulary of 250,000 sentence pieces, we use a smaller
vocabulary of 30,000 word pieces for the distilled models.? Given the XLM-RoBERTa model, which has
12 layers (I=12), 768 hidden units (h=768), and 12 attention heads (hd=12), we extract the following
two models: (1) h=368,1=12,hd =12; and (2) h =368, 1 =6, hd = 12. The model was first distilled on
the Lassy Large corpus (Van Noord et al., 2013) minus the sentences of Lassy Small, leading to a corpus
of 47.6M sentences and 700M tokens. After distillation, the model is fine-tuned on the training set.

German The German model was trained on the UD conversion of TiiBa-D/Z (Telljohann et al., 2005;
Coltekin et al., 2017), which consists of 104,787 sentences and 1,959,474 tokens. We use the same
70/10/20% split as for Dutch. The model is fine-tuned on the same layers as those described for Dutch,
with the addition of a topological field layer. We distill models of the same transformer network and
vocabulary sizes as for Dutch. The models are distilled on a mixture of Taz newspaper and Wikipedia
subsections of the TiiBa-D/DP (de Kok and Piitz, 2019) minus the sentences of TiiBa-D/Z, consisting of
33.8M sentences and 648.6M tokens.

Results The accuracies of the Dutch and German models can be found in Table 1 and Table 2 respec-
tively. The accuracy of dependency parsing is reported in labeled attachment score (LAS), which is the
percentage of tokens that have the correct head and dependency relation. The tagging speed was mea-
sured in sentences per second on the held-out data on a Core i5-8259U mobile CPU with 4 threads. These
results show that we can reduce the size and improve the speed of the models drastically for production
use, such as in WebLicht, with relatively small reductions in accuracy.

Model POS Lemma Morph LAS Size (MB) Sent/sec
XLM-RoBERTa 98.89 99.04 98.87 93.13 1003 44
1=12,h=384,hd=12 98.81 99.05 98.82 93.35 194 112
1=6,h=384,hd=12  98.80 99.01 98.78 93.09 127 194

Table 1: Performance of XLM-RoBERTa and distilled models on the Lassy Small held-out data set.

Model POS Lemma Morph TF LAS Size (MiB) Sent/sec
XLM-RoBERTa 99.24 99.33 98.35 98.14 95.59 1107 35
1=12,h=384,hd=12 99.20 99.31 98.33 98.14 95.77 199 88
1=6,h=384,hd=12 99.18 99.28 98.27 98.03 95.33 131 147

Table 2: Performance of XLLM-RoBERTa and distilled models on the TiiBa-D/Z held-out set.

The reduction from 250,000 to 30,000 word pieces reduces the size of the word piece embeddings from 366MiB to 44MiB
in the distilled models.
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4 Integration into WebLicht

As shown in the previous section, the distilled models are much smaller and faster and can therefore be
easily put into production. The WebLicht web services hosted in Tiibingen are tested and deployed in
production as Docker images. sticker2, having been integrated into WebLicht, also runs within its own
isolated environment provided by the Docker platform. Several Docker containers are working together
to offer the sticker2 service: One for each sticker2 worker and another one for a central service that is
responsible for data conversion and communication. The central service, acting as a front-end to client
requests, connects to the sticker2 workers, retrieves the processed data and converts it into the Text
Corpus Format. This way the users can call the sticker2 web service via the WebLicht user interface and
retrieve the syntactic annotations for their own data in a simple way.

5 Conclusion

In this work, we have introduced the sticker2 syntax annotation tool, as well as models for Dutch and
German. We have shown that by using techniques such as model distillation, models can be made small
and fast enough for high-accuracy annotation of large text corpora. Finally, we have described how
sticker2 has been integrated into WebLicht, making it available as part of the CLARIN infrastructure.

sticker2 is available in the WebLicht interface® as Sticker2-Dutch and Sticker2-German or as a pre-
defined easy chain. Advanced users can also use Nix derivations* or Docker images published through
Docker Hub.?

In the near future, we hope to add support for additional languages, as large UD treebanks for those
languages become available.
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