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Abstract

We present a dynamical systems approach to gener-
ate basic navigation behaviors implemented on an au-
tonomous mobile vehicle. In this approach, a behavior is
expressed as a stable state of a variable in a dynamical
systems equation. The value of this behavioral variable
is specified by incoming information which is provided by
the sensory systems typically but can also be determined
by other behavioral levels. Multiple sources of informa-
tion act as forces in the vector field of the dynamical
equation that describes a specific behavioral level. Each
force votes for a certain value of the behavioral variable,
it has a strength that represents the relative importance
or certainty of the specified information and it is sup-
plied with a range, that determines the overlap between
the multiple incouplings. As an example for this ap-
proach on the sensor side, we describe a dynamical opti-
cal flow estimation that takes advantage of the favorable
stability properties of this type of dynamical systems as
robust estimators particularly suited for multimodal and
noisy visual information. On the effector side we present
an obstacle avoidance scheme that employs a dynami-
cal system for steering a visually guided mobile robot
platform in an indoor environment with obstacles. By
coupling of the sensor- and the effector system, a closed
loop navigation behavior is achieved.

1 Introduction

1.1 The dynamic approach

The dynamic approach to behavior generation is based
on the idea, that behaviors can be expressed as stable
states of dynamical systems (see Schoner et al. 1995 for
a review). The variables that determine the actual state
of a robot, like forward velocity or heading direction for
instance, are treated as behavioral variables. Desired be-
haviors, like approaching a target in space, come about
by designing the dynamical system such that the cor-
responding behavioral variable has a value that belongs

to the set of stable solutions of the dynamical systems
equation. In the case of target acquisition for instance,
the dynamical system is designed such, that the head-
ing direction of the agent that points to the target, is a
stable fixed point or attractor of the system’s differential
equation. Behaviors, that are not desired, are avoided,
by designing the dynamical system such, that the cor-
responding values of the behavioral variables belong to
the set of unstable fixed points of the systems equation.
For the behavior of obstacle avoidance for instance, the
heading directions, that point to the obstacles are made
unstable fixed points or repellors of the equation.

While generating desired behaviors, the behavioral
variables that describe the agent’s state have always val-
ues, that are stable solutions of the dynamical systems
equation. Here, a problem seems to come out: how can
a sensible behavior arise, if the control variable is in an
attractor at all times ? This problem is solved by design-
ing the time scales of the system such that its attractors
move but on a slower time scale than the behavioral vari-
able itself. Under these circumstances, the qualitative
theory of dynamical systems, such as analysing bifurca-
tions and stability can be used to design the behavioral
dynamics (Schoner et al. 1995). This approach of letting
the system be in an attractor at all times is an essential
difference compared to the potential field method (Arkin
1990) that works primarly with transients and defines an
attractor for the terminal state only. This implies, that
here control and decision making are not endowed with
stability properties.

As in the example of obstacle avoidance, there may
be situations, in which the dynamical system has to deal
with more than one contribution. Depending on the rel-
ative importance, every contribution is coupled into the
dynamical system with a specific strength. An obstacle
that is far away contributes to the dynamical system of
heading direction with a lower strength than the one of
an obstacle that is near.

Not only the strength of multiple contributions is im-
portant but also their range of influence. Let us imagine
a situation in which two identical obstacles are right in
front of the robot with the same distance to the robots



sensors. Between the obstacles there is a narrow gap,
that is too small for the robot to go through. Natu-
rally, the obstacle on the left would vote for a turn of the
robot to the right and vice versa. Simply summing the
contributions would always lead to an attractor between
the two obstacles no matter how narrow the gap is. In
absence of other influences the robot would crash into
the obstacles. This problem can be solved in an elegant
way by defining an overlap between the contributions:
every single contribution is provided with a range of in-
fluence. In the differential equation this can be done by
multiplying every contribution with a gaussian profile for
instance. This leaves the stability properties of the at-
tractor unchanged. The width of this function defines
a critical distance between the contributions: for dis-
tances below this width contributions are averaged and
thus treated as one. Distances higher than the critical
one lead to a decision of the system: if the current state
of the behavioral variable is far away from one of the two
values defined by the contributions, this contribution has
no influence on the behavior.

An example for a dynamical system that fits in this
scheme is the following simple system for controling the
heading direction = of a robot in an environment with NV
targets:
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Here \; and o; define the relative strengths and ranges
of influence for each target contribution, while the x; are
the heading directions in which the targets can be seen
from the robots location. Fig. 1 shows an example for

two contributions, x; and z-

dX /dt

Figure 1: Phaseplot of the simple dynamical system
in (1) with two attractive contributions

The described approach can easily be generalized to
continuous incouplings and leads to a mathematical de-
scription of sensor fusion:

T = %/Zs(m',t)(m' —z)exp(—

Here, s is a time dependent input typically coming from
a sensor, while 7, is the time-scale of the dynamics and ¢

(& — 2)?

i (2)

is the range of influence of the contributions. The ideas
presented so far have been successfully demonstrated
in several theoretical and practical robotics applications
(Neven and Schoner 1995, Steinhage and Schéner 1995).

1.2 The dynamical approach from the
viewpoint of decision theory

Before we show two typical examples of such applications
let us discuss a new aspect of this theory: we want to look
at equation (2) from the point of view of decision the-
ory. The formulation of decision theory is to introduce
a space of actions or alternatives A, a set containing the
possible states of nature S and a utility function U(s, a)
which assigns a utility for taking action a when the state
of nature is ¢. Of course ¢ is only accessible via measure-
ments m € M taken by elementary detectors. A decision
policy

§: M — A ma (3)

decides for an action a given the measurement vector m.
We will discriminate between two cases: decision mak-
ing on the perceptual level and decision making on the
behavioral level. On the perceptual level a comparison
with the Bayes estimator will be given, while on the be-
havioral level the dynamic approach is discussed as an
arbitration scheme.

1.2.1 Decision making on the perceptual level

Estimation deals with the problem, that the state ¢
of a system in a natural environment is not directly
knowledgeable to the system itself. Therefore an es-
timate of this state ¢ has to be infered from a num-
ber of measurements m;. A frequently applied estima-
tion technique is the Bayesian estimator. Let us assume
we have a number of measurements mq,...,m, and a
model p(my,...,my|s) that gives the conditonal proba-
bility that my, ..., m, will be measured given the system
is in state ¢. Further we have a priori knowledge about
the state ¢ which in the Bayesian language is given as an
a priori probability distribution p(s). Then the Bayesian
estimate ¢ is defined by the condition that it maximises
the a posteriori probability distribution

_plma, . mals)p(s)
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(4)
A problem arises if the number of elementary detectors
n is large. In that case the amount of data needed to ex-
press the model p(my,...,my,|s) increases exponentially
with n. A common way of coping with this dilemma is
to assume independence between the measurements m;
such that the model separates into

¢ = mgxp(qml, ceeyMy)

p(ma,...;mple) = pi(mal<)...pn(mals) (5



If one assumes further, that the individual detector mod-
els as well as the prior information are given in terms of
gaussian probability distributions
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one obtains an analytical expression for the maximum a
posteriori estimator as the weighted average of the indi-

vidual most probable estimates:
;_22 + i ;n2 ®)
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The problem with this estimator is, that it is not ro-
bust because each individual measurement is taken seri-
ous and contributes to the final estimate. When having
to deal with noisy environmental information provided
by a visual sensor, this turns out to be a major draw-
back because outliers are quite frequent. Moreover, the
noise affects the measurements in a correlated fashion
and does not average out. The reason for these disad-
vantages are the assumptions (5), (6) and (7) that were
made to keep the estimation tractable. For the case of
vision and natural environments these assumptions are
in general not well justified. Moreover, in a dynamic en-
vironment the measurement model varies over time and
it is not possible to track this variation.

How do we deal with this problem in the dynamic ap-
proach ? Here a priori information can be accounted for
by setting a stimulus of the form

¢ =
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The actual state is assumed to be in the neighbourhood
of the predicted state. The information provided by the
n elementary detectors is expressed by stimulus contri-
butions of the form

Ssensor — Z ni6(§ - mz) (10)
i=1

Feeding the sum s = spred + Ssensor into the dynamical
equation (2) and resolving it for the fixed point ¢ = 0
gives
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This is an implicit equation to determine ¢. The actual
state will decide, which one is chosen. This estimate
is robust in the sense, that state measurements which
are far away from the stable estimate are weighted such,
that they do not contribute to the estimate and as a
consequence are discarded as outliers.
We close this section by naming the conditions under

which the dynamic estimator yields good results:

= (11)

e the dynamic estimator is of advantage if a classical
estimator such as the Bayes is not applicable due
to a large number (n > 10) of elementary detectors
affected by correlated noise

e the detectors should be broadly tuned such that a
local maximum at the veridic state can be expected

e an initialization and reinitializations should be pos-
sible

e the detector answers come along with confidence
measures to serve the determination of the 7);

1.2.2 Decision making on the behavioral level

One of the problems of decision making on the behavioral
level is, that the space of states of nature S to be consid-
ered in order to take action a is in general far too large
to construct explicitly the utility function U(s, a). In ad-
dition to the large dimensionality this function will be in
general nonlinear. Because of these difficulties no gen-
eral design methodology exists and consequently many
approaches evolved. Probably all of them share the first
step to modularize the set of states of nature

S=5®5®5... 5y (12)

and to concentrate on the construction of the partial util-
ity functions

UZSZ—)A G —a (13)
Splitting up the state space entrains the problem of how
to combine the outcomes of the partial decision rules ;().
Thus, a need for arbitration schemes arises.

Constructing a single decision function d;() is often
equivalent to solving an ordinary control problem. Dif-
ficulties arise, when at least two decision rules vote for
conflicting actions. Here the concept of priority is of-
ten introduced. The priorities assigned to the different
alternatives are often functions of sensor measurements.
If high noise levels contaminate the measurements m;,
the calculated priorities tend to fluctuate strongly lead-
ing to numerous switches between alternatives and no
coherent behavior results. This problem is acutely felt
in the robotics community (Holland 1995). A number of
arbitration schemes have been proposed.

The arbitration between different votes using the dy-
namic approach proceeds as follows: If two alternatives
a1 and ao are given with priorities 771 and 72, then the
stimulus

s(a) =md(a —ar) + nd(a — az) (14)

governs the decision. This is exactly the situation dis-
cussed before: The initial state determines which value
of a applies dependent on the range ¢,. However, this



bistable dynamical system displays hysteresis if the pri-
orities 7; fluctuate. In the context of decision making
one can say, that hysteresis stabilizes a decision. This is
one virtue of decision making using a dynamical system.
Another problem for many other arbitration schemes is,
that the accuracy of reaching one goal is often degraded
by attempting to fullfill also another goal. The under-
lying question is: when is it sensible to compromise ?
The range limiting functions in the dynamical approach
insure that votes for "far away” values do not affect the
accuracy with which the goal is pursued.

In the following parts of the paper we present two
examples of our approach in detail: on the perceptual
side we describe a method for dynamical estimation of
looming flow and on the effector side we present an ap-
proach to obstacle avoidance behavior. They are both
parts of a navigation system that has been implemented
on the autonomous robot vehicle MARVIN at the In-
stitut fur Neuroinformatik, Ruhr-University of Bochum,
Germany.

2 Dynamical estimation of loom-
ing flow

2.1 Correlation based vision

A direct way to infer spatial structure from time-varying
images is to compute optical flow. As a point of ref-
erence we depart from the framework povided by the
correlational algorithm proposed by Little et al. 1988
(see also Biilthoff et al. 1989 and Bohrer et al. 1990) to
compute optical flow since this method is computation-
ally the leanest of the known approaches (Barron et al
1994).

In the following p = (h,v) signifies a point in an image
and I(p) its greyvalue. To determine the correspondence
vector at a given point pg = (hg,vo) in a first image
I (p) the algorithm defines a quadratic test region Py (p)
around this point.

Pi(p) = W(p - po)i(p) (15)

where W () is a windowing function given by

1 : |h|<Candly <C

Wip) = { 0 else. (16)

The algorithm determines the shift dp = (dh, dv) which
maximizes the correlation between the test region and
an image patch P> (p,dp) in the second image I>(p)

Py (p,dp) = W(p — po)I2(p + dp) (17)
Correlation refers to the measure

corr(Py (p). Pa(p. dp) = N (3 |Pi(v) — P/, dp)ldp)
a8)

where the function N() normalizes the negative of the
sum of absolute greyvalue differences to the interval
[0, 1], so that 1 represents maximal confidence. Typically,
not all possible shifts, but only those within a predefined
search window are considered during maximization.

2.2 Comparing images such that flow
vectors continuously varying in time
have to be estimated

If one uses many consecutive frames to estimate optical
flow in order to exploit the information contained in the
time course, one has to formulate the problem of flow
estimation such that temporal filtering is facilitated. To
this end one has to take care that the parameter to be
estimated varies continuously. Given continuous camera
motion this can be accomplished by tracking the projec-
tion of a physical structure defined in a frame acquired at
time ¢ over several consecutive frames acquired at times
t' =t+ 6 with 0 < 0 < 0q,. The vector dp(p,t,t + 0)
which denotes the image motion at pixel p between time
t and ¢’ varies continuously in §. This procedure is reini-
tiated for each time t. Of course in this way one ob-
tains only average image velocities. But this is permissi-
ble if within the time interval [0, 6,,,.] the robot veloc-
ity remains approximately constant which can always be
achieved by an appropriate choice of aquisition parame-
ters.

A convenient way of computing the dp(p,t,t + ) is
to exploit the information contained in the time-varying
correlation surface corr(P;(p), Pito(p,dp)) by tracking
the maximum which is located at dp = 0 for § = 0
while presenting several subsequent frames. In this case
the test windows are only defined for time ¢ and then
matched with frames taken at times ¢t + 6. An alter-
native way is to measure correlations between any two
successive frames. In this case the test windows are
redefined for each time step and the correlation sur-
faces corr(Ps1¢(p), Prrg+1(p, dp)) are exploited to calcu-
late the dp(p, t+6,t+6+1). Then the vector dp(p,t,t+6)
can be obtained recursively through

+dp(p+dp(p, t,t+6 —1),t+6—-1,t+1) (19

with the initialisation dp(p,t,¢) = 0. This alternative
is problematic if one does not attempt to compute sub-
pixel image velocities. In this case small image motions
between consecutive frames can go undetected due to
image discretisation. Note that small image velocities
are to be expected for the desired motion vision which
operates at high frame rates.



Figure 2: Correlation surfaces that result from comparing an image with itself. The squares denote the search

windows over which correlations are determined.

2.3 What flow information can maxi-
mally be obtained from local image
comparisons ?

Before introducing the improvement obtained by mak-
ing flow estimation dynamic we want to review what can
maximally be achieved by local image comparisons (Har-
alick and Shapiro 1992). In the case of optical flow com-
putation this discussion can be confined to the discussion
of the correlation surface corry ¢, (dp) which results from
a comparison of a frame acquired at time ¢ with itself in
the neighborhood of zero shifts dp = 0. (We facilitated
the notation for the correlation surface in an obvious
way.)

To simplify the discussion we assume that corry ¢ ¢(dp)
can locally be described completely by its development
to the second order.

dcorrp ¢ +(0) dh
cortp, ¢ (dh, dv) = corrp,t +(0) + | seorres.i(0) ( d )
Odv

T d%corry ¢ ,+(0)  dcorry +,+(0)
LU dn |7 () R0 (g
9 dv O%corrp ;.+(0)  O%corry ;.+(0) dv
ddvddh 02dv
A maximum of the correlation function is located at

dp = 0 since
corrp44(0) =1 (20)

Accordingly its first derivatives vanish at dp =0

——corrp;+(0) =

d(dh) corrp,;.1(0) =0 (21)

9
3(dv)

Analyzing this maximum leads to the discrimination of
three different cases according to whether the Hessian

d%corry ¢ +(0)  d>corry 4+ (0)
H = 92dh , 0dhddv (22)

Bzcorrp,t,t (0) O~ corrp ¢,+(0)
ddvodh 02dv

has zero, one, or two vanishing eigenvalues. Fig. 2 illus-
trates these three situations for a typical image seen by
the camera of our robot in its laboratory environment.
The first case in which the correlation surface shows
a non-degenerate maximum can be observed for image



Figure 3: A correlation surface acts as a potential in a dy-
namical system whose state estimates the image motion
(dh,dv). The correlation surface is measured over the
searchwindow denoted with a) in Fig. 2. Observe how
the maximum located at dp = 0 for time ¢ = 0 moves ra-
dially outwards due to a rectilinear robot motion into the
direction of the optical axis. Since the state of the dy-
namical system ”rides” on the local maximum that starts
from the origin a spurious maximum elsewhere will not
affect its course.

regions with sufficient grey value variation such that the
test patch is locally unique (see Fig. 2 a and b). The sec-
ond situation is a result of greyvalue variations in only
one direction. This situation leads to the well known
aperture problem: a shift of the test patch can not be
detected along the direction in which the greyvalue vari-
ation vanishes (see Fig. 2 c¢). Finally, the third situation
comes about when locally around the pixel of interest

no greyvalue variations occur at all. This results in a
correlation function that is locally constant (see Fig. 2
d). Thus for affected pixels no flow information can be
obtained from local image comparisons.

Properties of the correlation surface that are struc-
turally stable remain under small variations of the cam-
era position. It should be clear that optical flow is un-
defined along unstable directions in which the variation
of the correlational surface vanishes since along these di-
rections optical flow is extremely susceptible to noise.
Adding a small noise function to the correlation surface
can cause an abitrary shift of the flow vector into the
structurally unstable directions. Thus it can now be
stated in a well defined manner what optical flow infor-
mation can be obtained by employing local operations
only. An optimal optical flow field algorithm should yield
the structurally stable components of the flow vector. The
structurally unstable components should be zero. The last
requirement reflects the fact that in a navigation context
long flow vectors have in general a greater behavioral rel-
evance than small ones. For instance they might lead to a
small time-to-contact estimate indicating immediate col-
lision danger. Thus erroneous flow vectors with a high
amplitude lead to the perception of ”ghost obstacles”
(see Section 3 for a more thorough discussion).

To be more explicit a flow algorithm obeying the above
requirements should retrieve the following information:
In the first situation the full optical flow vector is com-
puted. In the second situation the component into the
direction of the eigenvector with the nonvanishing eigen-
value that is the so called "normal flow” can be deter-
mined while the component perpendicular to the normal
flow remains zero. In the third situation the optical flow
is undefined and accordingly the flow vector should stay
Z€r0.

2.4 Correlation surfaces as potentials for
dynamical systems

Optical flow computation in the framework outlined
above requires tracking the maximum of the time-varying
correlation surface corr(P:(p), Pi+o(p,dp)) which is lo-
cated at dp = 0 for § = 0. This can be done by defining
for each pixel a dynamical system over the space of possi-
ble shifts (dh,dv). The dynamical system employed has
the form

. 1 [
dp=— (dp" — dp) exp (— 3

Tdp J -0 Cap

(scorr(dpla 0) + Saux (dP’) + Segomotion(dpla 0))d(dpl) (23)

(dp' — dp)2>

The initial condition is set to dp = (0,0). The relaxation
time 74, has to be chosen such that

dp >> Vim (24)



Figure 4: Flow vectors estimated using dynamical systems are shown. Figures 1) to 3) show their evolution over
the last three timesteps in a squence of five. For comparison the flow obtained with the original flow algorithm of
Little et al. applied to the first and the fifth image is shown in Fig. 4). Note the outliers that are marked with the
arrows. These occur especially in image regions where periodical structures or in image regions that show a grey
value variation only in one direction. Correlation surfaces for which the best and the second best correlation score do
not differ by a fixed difference are discarded from the flow computation. Increasing this difference eliminates errors
at the price of a lower density of the flow field.

Hereby is v;y, the maximal image velocity to be expected. ~ small, ideally smaller than 1 pixel/frame. Given a fixed
The approach neccessitates that care is taken to keep vim acquisition rate which is hardware dependent this can



be achieved through appropriate motion planning (see
Section 3).

Three contributions couple into the dynamics. The
contribution incorporating the correlation information is

scorr(dpa 0) - Corrp,t,t+9(dp) (25)

The state of a dynamical system with the correlation
term as the sole contribution tracks a nondegenerate
maximum (see Fig. 3 and the Conclusions).

In the case that the maximum is degenerate the dy-
namics is marginally stable in the directions of the van-
ishing eigenvectors of the Hessian. In order to stop a
drift of the state along these directions due to noise an
auxiliary stationary stimulus is added which has the form

Saux (dp) = Nauz V dh? + dv? (26)

7 is a negative constant fixed according to experiments.

Another contribution to the stimulus can incorporate
knowledge about the egomotion of the robot. For the im-
portant case of looming flow which results from a move-
ment into the direction of the optical axis (see Section
3) this contribution takes the form

0 : p+dpeOp

p+dp ¢ Op 27)

Segomotion(dpa tl) = {

Tlegomotion

where Op is the straight line from the origin O of the
image to the pixel p under consideration.

2.5 Experimental comparison of the dy-
namic flow computation with the
region-based correlational flow algo-
rithm of Little et al.

The evaluation of an optical flow algorithm should be
done with respect to the purpose it has to subserve. It is
not sensible to check simply the accuracy against some
“veridic flow” since according to the behavior it has to
subserve certain systematic errors are tolerable. In the
context of obstacle avoidance on has to check against
three criteria: (1) the density of the flow field (2) the
accuracy of the flow field in particular: the absence of
ghostmatches, and the detection of small obstacles (3)
the computational load.

The evaluation of the dynamical flow computation is
done by comparing it to the original region-based match-
ing algorithm proposed by Little et al. This can serve to
the reader interested in other flow field algorithms as a
starting point since in the literature comparisons of the
Little algorithm to a multitude of other approaches can
be found (see e.g. Little et al. 1989, Bohrer 1993, Barron
et al. 1994)

2.5.1 Comparison of the density and the accu-

racy

Fig.4 shows the results of dynamical flow computation.
The images a) to c¢) show the evolution of the flow vec-
tors over the last three steps of a sequence of five im-
ages acquired in our laboratory. Image d) shows as a
comparison the result obtained with the original flow al-
gorithm proposed by Little et al. First one should note
that outliers with a too large amplitude do not appear
for the dynamic flow field computation while for the orig-
inal algorithm they are abundant (denoted by the little
arrows). As already mentioned before a discrimination
has to be made between matches that are an overesti-
mate of the image velocity and matches which are an
understimate of the image velocity. The first are usually
more severe since a large image velocity is treated as be-
ing a result of a close object requiring immediate action.
For example it might lead to an unneccesary turning ma-
noeuvre. In contrary optical flow vectors with a too low
amplitude are less severe given that the retinal size of
the object encompasses several pixels. For safe naviga-
tion behavior it is in general sufficient if one pixel in a
little neighborhood has a correct amplitude. Hence the
strong reduction of the number of outliers facilitates the
motion planning significantly.

2.5.2 Comparison of the runtimes

Among the “classical” flow field algorithms the one of
Little is the fastest one. Two different implementations
of the Little algorithm have been proposed which differ in
their runtime behavior. The naive unoptimized version
scales as follows (Bohrer 1993)

C=(204+1)2(2+1)>+1)HV (28)

Hereby is 2§ + 1 the diameter of the searchwindow,
(2¢+1)%2+1 is the diameter of the test window and H and
V are the horizontal and vertical image dimensions. In
the case that for each pixel the size of the searchwindow
as well as of the testwindow is equal one can optimize
the algorithm by exploiting the fact that for neighbor-
ing pixels the testwindows are overlapping. Accordingly
a part of the results of the computations necessary to
determine the correlation surface for one pixel can be
transferred to the neighboring pixel. This leads to the
scaling

C=(26+1)*(4HV — H) (29)

The number of steps necessary for the dynamic com-
putation of optical flow is given by

C =2+ 1)*(2y + 1)’ tmax HV (30)

This holds if the correlation surface is not determined
fully but only computed in a neighborhood of diameter
27 + 1 around the last state. This is permissible since



the acquisition parameters are chosen such that the max-
imum moves only less than one pixel per acquisition step.

3 Motion planning with dynam-
ical systems

A basic capability of a mobile robot is to move toward
targets while avoiding obstacles. In the context of vision-
based robots the problem has to be addressed that visual
information tends to be very noisy. As a result deci-
son making based on visual information becomes a non-
trivial problem. Here we demonstrate how the dynamic
property hysteresis helps to stabilize decisions such that
coherent behavior results.

As a cue for collision danger we exploit, the radial opti-
cal flows that result from rectilinear robot motion in the
direction of the optical axis (Pichon et al. 1989, Coombs
and Roberts 1992, Sandini et al. 1993). To this end the
motion planning is done such that within between two
turns of the robot a rectilinear movement is executed.
During this forward motion two streams of images are
acquired with the left and the right camera. The im-
age streams are used to compute optical flow as outlined
in the previous section 2. These flow fields, also called
looming flow fields (see Figure 3), allow for estimating
time-to-contact (Lee 1980, Gibson 1986, Horn 1986, Ra-
viv and Herman 1993), in our case separately for the left
and the right camera. For constant velocity rectilinear
motion time-to-contact predicts the time to contact of
the image plane with the obstacle which gives rise to the
corresponding looming flow, hence the name.

Time-to-contact (ttc) is defined formally as ttc(t) =
dobs(t)/u(t). Here dops(t) is the projection of an obsta-
cle’s position onto the optical axis. The velocity, v(t),
is the obstacle’s instantaneous velocity in a frame of ref-
erence attached to the camera. The estimation of time-
to-contact from the radial optical flow makes use of the
equation

Pl
1ot ) = fapoy] ey
Here, ||-|| is the Euclidian vector norm. A time-to-contact
is estimated for every pixel, p. Thus we have an entire
time-to-contact map at our disposal. To simplify we con-
sider for each camera only the minimal time-to-contact
measured over the entire image

tte(t) = m;n{ttc(t,p)} (32)

The most severe problem when working with time-
to-contact is that the smallest time-to-contact measured
over the whole visual field of one camera dominates the
behavior. A single time-to-contact estimate is, however,
fully affected by the noise on the estimates of the flow
vectors and thus fluctuates strongly. Spatial averaging

of the time-to-contact measurements is not an applica-
ble solution to this problem. First, flow vectors mea-
sured for neighboring pixels are strongly correlated since
their respective test windows overlap. Thus neighbor-
hoods provide a poor ensemble for determining means.
Moreover, and more severely, spatial averaging tends to
swamp small obstacles in front of a far away background.

Our solution is to feed time-to-contact information
into dynamical systems, one controlling the forward ve-
locity and one the angular velocity (rotation rate). The
forward velocity dynamics is designed to keep time-to-
contact within a fixed range of values so that action
planning can occur at a fixed time scale. The angular
velocity dynamics in effect reacts to time-averaged time-
to-contact estimates. This is both because it carries state
and even inertia (it being a dynamics of rotation rate
rather than heading direction) and because its nonlinear
dynamics undergo hysteresis when turning directions are
changed. These decisions themselves take the form of in-
stabilities. This mechanism reconciles the need for flexi-
bility with the need for short trajectories. A similar but
more involved motion planning using dynamical sytems
is discussed elsewhere (Neven and Schoéner 1995, Neven
and Schoner 1996). It is adapted to the original optical
flow computation of Little et al.. These references also
discuss visual guided target acquisition. Here advantage
is taken of the superior quality of the optical flow deter-
mined via dynamical systems and accordingly emphasis
is on how obstacles elicit avoidance behavior.

Therefore the planning of the forward velocity is kept
trivial

v = min{ dgoa1  ticl tter

ol , TTCUpreva TTC'Uprev} (33)
g

Hereby dgoa1 is the current distance to the goal and 7zoa1
is a constant. The rationale behind this choice is on the
one hand to stop at the goal position and on the other
hand to keep the minimal time-to-contact approximately
at the constant value TTC. This facilitates the flow com-
putation since in this case the flow vectors do not exceed
a maximal length.

The angular velocity is generated from the dynamics

o 1 o] , (w/ _ w)?
w = p [m(w w) exp < 2
(Sw,goal (W’; t) + Sw,obs (W’a t)) du’ (34)

The contributions to the dynamics reflecting target ac-
quisition (index goal) and obstacle avoidance (index obs)
are added. The idea of how obstacles elicit avoidance be-
havior is this: Add two symmetric terms to the rotation
rate dynamics, one specifying rotation to the left at max-
imal rate, the other rotation to the right at maximal rate.
The strengths of these two contributions depend on the
time-to-contact as determined by the right camera and
by the left camera, respectively. Whichever side has a



smaller time-to-contact, strengthens the contribution for
turning to the contra-lateral side, so that a tendency is
created to turn away from the side with smaller time-to-
contact. This is much in the spirit of Braitenberg’s hypo-
thetical vehicle number two (Braitenberg, 1984), a purely
behavior-based robot in modern jargon. Imposing this
control not directly onto the motor command, but onto
a dynamics of the motor command, makes this a stable
control strategy: Over a wide range of time-to-contact
differences between left and right the resultant dynamics
of rotation rate is bistable. Hysteresis makes sure that
as the form of the contributions change due to fluctua-
tions and changing sensory information while driving, a
decision to turn either left and right is maintained, un-
til overwhelming evidence for the opposite decision has
been acquired. At this point an instability brings about a
behavioral switch. Given the very noisy time-to-contact
measurements, this form of stabilization of the vehicle
trajectory and the underlying decisions through hystere-
sis is indispensable. Were one, for instance, to replace
the behavioral dynamics by an algorithm that communi-
cates at each instance the direction with maximum stim-
ulus to the vehicle, the robot would easily be trapped in
oscillatory movements as we were able to demonstrate
empirically. Mathematically,

Sw,0bs (W) = Nw,obs (ttel(t)) d(w — Wmax)

+1) obs (tter(t)) 0(w + Wmax) (35)
The coupling strength, 1, obs(ttc.) is chosen as
T obs (tt.(t)) = s1 & (Vprevttc.(t) — Dq) (36)

where s is a negative, Dy a positive constant and () is
the function defined as

a a>0
§(a) = { 0 else (37)
The goal contribution is given by
_ ¢goa1
Sw,goal(w) = nw,goalé(w - —) (38)

Tgoal

Hereby is 17, ,g0a1 @ constant and @gear is the current goal
direction.

Figure 5 shows the temporal evolution of the complete
stimulus, s. goal + Sw,obs, 2long a typical path.

4 Conclusion

In this article we described further applications of the
dynamic approach to autonomous systems design. We
demonstrated that interpreting correlation surfaces as
potentials for dynamical systems whose internal states
estimate the flow vectors renders optical flow more useful
for motion planning. The scaling behavior of dynamical
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Figure 5: The robot heads to a goal while it avoids an
obstacle. The insets show the phaseplot of the dynam-
ics which manages the angular velocity of the robot. 1)
Two strong obstacle contributions make the potential
bistable. 2) Due to hysteresis the robot keeps on turning
left towards a goal position despite a spurious obstacle
entry on the left. 3) Only the goal contribution acts on
the dynamics. Thus it is effectively reduced to a propor-
tional controller. (In 2) and 3) the goal contributions are
not to scale.)

flow computation is such that for many practical cases
the computational load is comparable to the fast corre-
lational algorithm of Little et al.

Motion planning using dynamical systems also proved
useful in connection with the new type of flow compu-
tation. A little disappointment was to see that the stop
and shot image sequences taken by our robot do some-



times not fullfill the restriction that for dynamical flow
computation image velocity should be less than one pixel
per frame. This is because the robot movements were too
jerky to allow for such an acquisition mode in discrete
steps. Rather the image acquisition has to proceed in a
fashion that ensures small image displacements between
successive frames which is possible if more advanced im-
age processing hardware is employed. Nevertheless did
the hysteresis property of the angular velocity dynam-
ics ensure that a smooth trajectory comes about despite
occasional erroneous time-to-contact estimates.
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